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      Overall Objectives

        Overall positioning

        At the interface between audio modeling and mathematical signal processing, the global objective of PANAMA is to develop mathematically founded and algorithmically efficient techniques to model, acquire and process high-dimensional signals, with a strong emphasis on acoustic data.

        Applications fuel the proposed mathematical and statistical frameworks with practical scenarii, and the developed algorithms are extensively tested on targeted applications. PANAMA's methodology relies on a closed loop between theoretical investigations, algorithmic development and empirical studies.
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        Scientific foundations

        The scientific foundations of PANAMA are focused on sparse representations and probabilistic modeling, and its scientific scope is extended in three major directions:

        
          	
             The extension of the sparse representation paradigm towards that of “sparse modeling”, with the challenge of establishing, strengthening and clarifying connections between sparse representations and machine learning.

          

          	
             A focus on sophisticated probabilistic models and advanced statistical methods to account for complex dependencies between multi-layered variables (such as in audio-visual streams, musical contents, biomedical data ...).

          

          	
             The investigation of graph-based representations, processing and transforms, with the goal to describe, model and infer underlying structures within content streams or data sets.
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        Applications

        The main industrial sectors in relation with the topics of the PANAMA research group are the telecommunication sector, the Internet and multimedia sector, the musical and audiovisual production sector and, marginally, the sector of education and entertainment. Source separation is one of PANAMA's major applicative focus generating increasing industrial transfers. The models, methods and algorithms developed in the team have many potential applications beyond audio processing and modeling – the central theme of the PANAMA project-team – in particular to biomedical signals. Such applications are primarily investigated in partnership with research groups with the relevant expertise (within or outside Inria).

        On a regular basis, PANAMA is involved in bilateral or multilateral partnerships, within the framework of consortia, networks, thematic groups, national and European research projects, as well as industrial contracts with various local companies.

      

      
      

      
    

  
    
    
      
      
      

      
      
        
        Section: 
      Overall Objectives

        Highlights of the Year

        R. Gribonval was elevated to the grade of IEEE Fellow for contributions to the theory and applications of sparse signal processing.

        Frédéric Bimbot was General Chairman of the Interspeech 2013 Conference in Lyon which gathered around 1400 participants.

        The IEEE 2012 SPS Young Author Best Paper Award has been awarded to Ngoc Duong [4] , former Ph.D. student in the METISS team.
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        Axis 1: sparse models and representations

        
        Efficient sparse models and dictionary design for large-scale data

        Sparse models are at the core of many research domains where the large amount and high-dimensionality of digital data requires concise data descriptions for efficient information processing. Recent breakthroughs have demonstrated the ability of these models to provide concise descriptions of complex data collections, together with algorithms of provable performance and bounded complexity.

        A crucial prerequisite for the success of today's methods is the knowledge of a “dictionary” characterizing how to concisely describe the data of interest. Choosing a dictionary is currently something of an “art”, relying on expert knowledge and heuristics.

        Pre-chosen dictionaries such as wavelets, curvelets or Gabor dictionaries, are based upon stylized signal models and benefit from fast transform algorithms, but they fail to fully describe the content of natural signals and their variability. They do not address the huge diversity underlying modern data much beyond time series and images: data defined on graphs (social networks, internet routing, brain connectivity), vector valued data (diffusion tensor imaging of the brain), multichannel or multi-stream data (audiovisual streams, surveillance networks, multimodal biomedical monitoring).

        The alternative to a pre-chosen dictionary is a trained dictionary learned from signal instances. While such representations exhibit good performance on small-scale problems, they are currently limited to low dimensional signal processing due to the necessary training data, memory requirements and computational complexity. Whether designed or learned from a training corpus, dictionary-based sparse models and the associated methodology fail to scale up to the volume and resolution of modern digital data, for they intrinsically involve difficult linear inverse problems. To overcome this bottleneck, a new generation of efficient sparse models is needed, beyond dictionaries, which will encompass the ability to provide sparse and structured data representations as well as computational efficiency. For example, while dictionaries describe low-dimensional signal models in terms of their “synthesis” using few elementary building blocks called atoms, in “analysis” alternatives the low-dimensional structure of the signal is rather “carved out” by a set of equations satisfied by the signal. Linear as well as nonlinear models can be envisioned.

        
        Compressive Learning

        A flagship emerging application of sparsity is the paradigm of compressive sensing, which exploits sparse models at the analog and digital levels for the acquisition, compression and transmission of data using limited resources (fewer/less expensive sensors, limited energy consumption and transmission bandwidth, etc.). Besides sparsity, a key pillar of compressive sensing is the use of random low-dimensional projections. Through compressive sensing, random projections have shown their potential to allow drastic dimension reduction with controlled information loss, provided that the projected signal vector admits a sparse representation in some transformed domain. A related scientific domain, where sparsity has been recognized as a key enabling factor, is Machine Learning, where the overall goal is to design statistically founded principles and efficient algorithms in order to infer general properties of large data collections through the observation of a limited number of representative examples. Marrying sparsity and random low-dimensional projections with machine learning shall allow the development of techniques able to efficiently capture and process the information content of large data collections. The expected outcome is a dramatic increase of the impact of sparse models in machine learning, as well as an integrated framework from the signal level (signals and their acquisition) to the semantic level (information and its manipulation), and applications to data sizes and volumes of collections that cannot be handled by current technologies.
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      Research Program

        Axis 2: robust acoustic scene analysis

        
        Compressive acquisition and processing of acoustic scenes

        Acoustic imaging and scene analysis involve acquiring the information content from acoustic fields with a limited number of acoustic sensors. A full 3D+t field at CD quality and Nyquist spatial sampling represents roughly 106 microphones/m3. Dealing with such high-dimensional data requires to drastically reduce the data flow by positioning appropriate sensors, and selecting from all spatial locations the few spots where acoustic sources are active. The main goal is to develop a theoretical and practical understanding of the conditions under which compressive acoustic sensing is both feasible and robust to inaccurate modeling, noisy measures, and partially failing or uncalibrated sensing devices, in various acoustic sensing scenarii. This requires the development of adequate algorithmic tools, numerical simulations, and experimental data in simple settings where hardware prototypes can be implemented.

        
        Robust audio source separation

        Audio signal separation consists in extracting the individual sound of different instruments or speakers that were mixed on a recording. It is now successfully addressed in the academic setting of linear instantaneous mixtures. Yet, real-life recordings, generally associated to reverberant environments, remain an unsolved difficult challenge, especially with many sources and few audio channels. Much of the difficulty comes from the combination of (i) complex source characteristics, (ii) sophisticated underlying mixing model and (iii) adverse recording environments. Moreover, as opposed to the “academic” blind source separation task, most applicative contexts and new interaction paradigms offer a variety of situations in which prior knowledge and adequate interfaces enable the design and the use of informed and/or manually assisted source separation methods.

        The former METISS team has developed a generic and flexible probabilistic audio source separation framework that has the ability to combine various acoustic models such as spatial and spectral source models. A first objective is to instantiate and validate specific instances of this framework targeted to real-world industrial applications, such as 5.1 movie re-mastering, interactive music soloist control and outdoor speech enhancement. Extensions of the framework are needed to achieve real-time online processing, and advanced constraints or probabilistic priors for the sources at hand will be designed, while paying attention to computational scalability issues.

        In parallel to these efforts, expected progress in sparse modeling for inverse problems shall bring new approaches to source separation and modeling, as well as to source localization, which is often an important first step in a source separation workflow. In particular, a research avenue consists in investigating physically motivated, lower-level source models, notably through sparse analysis of sound waves. This should be complementary with the modeling of non-point sources and sensors, and a widening of the notion of “source localization” to the case of extended sources (i.e., considering problems such as the identification of the directivity of the source as well as its spatial position), with a focus on boundary conditions identification. A general perspective is to investigate the relations between the physical structure of the source and the particular structures that can be discovered or enforced in the representations and models used for characterization, localization and separation.
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        Axis 3: large-scale audio content processing and self-organization

        
        Motif discovery in audio data 

        Facing the ever-growing quantity of multimedia content, the topic of motif discovery and mining has become an emerging trend in multimedia data processing with the ultimate goal of developing weakly supervised paradigms for content-based analysis and indexing. In this context, speech, audio and music content, offers a particularly relevant information stream from which meaningful information can be extracted to create some form of “audio icons” (key-sounds, jingles, recurrent locutions, musical choruses, etc ...) without resorting to comprehensive inventories of expected patterns.

        This challenge raises several fundamental questions that will be among our core preoccupations over the next few years. The first question is the deployment of motif discovery on a large scale, a task that requires extending audio motif discovery approaches to incorporate efficient time series pattern matching methods (fingerprinting, similarity search indexing algorithms, stochastic modeling, etc.). The second question is that of the use and interpretation of the motifs discovered. Linking motif discovery and symbolic learning techniques, exploiting motif discovery in machine learning are key research directions to enable the interpretation of recurring motifs.

        On the application side, several use cases can be envisioned which will benefit from motif discovery deployed on a large scale. For example, in spoken content, word-like repeating fragments can be used for several spoken document-processing tasks such as language-independent topic segmentation or summarization. Recurring motifs can also be used for audio summarization of audio content. More fundamentally, motif discovery paves the way for a shift from supervised learning approaches for content description to unsupervised paradigms where concepts emerge from the data.

        
        Structure modeling and inference in audio and musical contents

        Structuring information is a key step for the efficient description and learning of all types of contents, and in particular audio and musical contents. Indeed, structure modeling and inference can be understood as the task of detecting dependencies (and thus establishing relationships) between different fragments, parts or sections of information content.

        A stake of structure modeling is to enable more robust descriptions of the properties of the content and better model generalization abilities that can be inferred from a particular content, for instance via cache models, trigger models or more general graphical models designed to render the information gained from structural inference. Moreover, the structure itself can become a robust descriptor of the content, which is likely to be more resistant than surface information to a number of operations such as transmission, transduction, copyright infringement or illegal use.

        In this context, information theory concepts will be investigated to provide criteria and paradigms for detecting and modeling structural properties of audio contents, covering potentially a wide range of application domains in speech content mining, music modeling or audio scene monitoring.
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        Section: 
      Application Domains

        Acoustic scene capture

        Acoustic fields carry much information about audio sources (musical instruments, speakers, etc.) and their environment (e.g., church acoustics differ much from office room acoustics). A particular challenge is to capture as much information from a complete 3D+t acoustic field associated with an audio scene, using as few sensors as possible. The feasibility of compressive sensing to address this challenge was shown in certain scenarii, and the actual implementation of this framework will potentially impact practical scenarii such as remote surveillance to detect abnormal events, e.g. for health care of the elderly or public transport surveillance.

      

      
      

      
    

  
    
    
      
      
      

      
      
        
        Section: 
      Application Domains

        Audio signal separation in reverberant environments

        Audio signal separation consists in extracting the individual sound of different instruments or speakers that were mixed on a recording. It is now successfully addressed in the academic setting of linear instantaneous mixtures. Yet, real-life recordings, generally associated to reverberant environments, remain an unsolved difficult challenge, especially with many sources and few audio channels. Much of the difficulty comes from the estimation of the unknown room impulse response associated to a matrix of mixing filters, which can be expressed as a dictionary-learning problem. Solutions to this problem have the potential to impact, for example, the music and game industry, through the development of new digital re-mastering techniques and virtual reality tools, but also surveillance and monitoring applications, where localizing audio sources is important.
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        Multimedia indexing

        Audiovisual and multimedia content generate large data streams (audio, video, associated data such as text, etc.). Manipulating large databases of such content requires efficient techniques to: segment the streams into coherent sequences; label them according to words, language, speaker identity, and more generally to the type of content; index them for easy querying and retrieval, etc. As the next generation of online search engines will need to offer content-based means of searching, the need to drastically reduce the computational burden of these tasks is becoming all the more important as we can envision the end of the era of wasteful datacenters that can increase forever their energy consumption. Most of today's techniques to deal with such large audio streams involve extracting features such as Mel Frequency Cepstral Coefficients (MFCC) and learning high-dimensional statistical models such as Gaussian Mixture Models, with several thousand parameters. The exploration of a compressive learning framework is expected to contribute to new techniques to efficiently process such streams and perform segmentation, classification, etc., in the compressed domain. A particular challenge is to understand how this paradigm can help exploiting truly multimedia features, which combine information from different associated streams such as audio and video, for joint audiovisual processing.
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        Brain source imaging

        Epilepsies constitute a common neurological disorder that affects about 1% of the world population.
As the epileptic seizure is a dynamic phenomenon, imaging techniques showing static images of the brain (MRI, PET scan) are frequently not the best tools to identify the brain area of interest.
Electroencephalography (EEG) is the technique most indicated to capture transient events directly related to the underlying epileptic pathology (like interictal spikes, in particular).
EEG convey essential information regarding brain (patho-)physiological activity. In addition, recording techniques of surface signals have the major advantage of being noninvasive. For this reason, an increased use in the context of epilepsy surgery is most wanted. However, to reach this objective, we have to solve an electromagnetic inverse problem, that is to say to estimate the current generators underlying noisy EEG data. Theoretically, a specific electromagnetic field pattern may be generated by an infinite number of current distributions. The considered inverse problem, called "brain source imaging problem", is then said to be ill-posed.
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      Software and Platforms

        MPTK: the Matching Pursuit Toolkit

        Participants :
	Rémi Gribonval [contact person] , Jules Espiau de Lamaestre.

        The Matching Pursuit ToolKit (MPTK) is a fast and flexible implementation of
the Matching Pursuit algorithm for sparse decomposition of monophonic as well
as multichannel (audio) signals. MPTK is written in C++ and runs on Windows,
MacOS and Unix platforms. It is distributed under a free software license
model (GNU General Public License) and comprises a library, some standalone
command line utilities and scripts to plot the results under Matlab. This software has been registered at the APP (Agence de Protection des Programmes).

        http://mptk.gforge.inria.fr , http://mptk.irisa.fr 
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        FASST: a Flexible Audio Source Separation Toolbox

        Participants :
	Nancy Bertin, Frédéric Bimbot.

        
          Emmanuel Vincent [contact person]

        

        FASST is a Flexible Audio Source Separation Toolbox, designed to speed up the conception and
automate the implementation of new model-based audio source separation
algorithms.

        FASST is currently being developed jointly with the PAROLE team in Nancy and the TEXMEX team in Rennes through an Inria funded ADT (Action de Développement Technologique).
The first implementation is in Matlab.
http://bass-db.gforge.inria.fr/fasst/ 
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        NACHOS: Nearfield Acoustic HOlography with Sparse regularization

        Participants :
	Nancy Bertin [contact person] , Rémi Gribonval.

        
          The software and associated database were developed within the ANR ECHANGE project, with the participation of Gilles Chardon, Laurent Daudet, François Ollivier and Antoine Peillot.

        

        NACHOS (Nearfield Acoustic HOlography with Sparse regularization) is a downloadable companion software for the journal paper [79] , distributed to comply with the "reproducible research" principle. It performs the reconstruction of operational deflection shapes of a vibrating structure, from acoustic measurements of the generated sound field. The software consists in Matlab source code, and automatically downloads the needed database. It allows to reproduce all results and figures of the paper, and to experiment some additional settings. It is distributed under GPL 3.0 license.
Inter Deposit Digital Numbers: IDDN.FR.001.420023.000.S.P.2013.000.31235 (NACHOSDB) % IDDN.FR.001.420023.000.S.P.2013.000.31235 (NACHOS).

        http://echange.inria.fr/nah .
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        Recent results on sparse representations

        Sparse approximation, high dimension, scalable algorithms, dictionary design, sample complexity


        The team has had a substantial activity ranging from theoretical results to algorithmic design and software
contributions in the field of sparse representations, which is at the core of the ERC project PLEASE (projections, Learning and Sparsity for Efficient Data Processing, see section 
	8.2.1 ).

        
        A new framework for sparse representations: analysis sparse models

        Participants :
	Rémi Gribonval, Nancy Bertin, Srdan Kitic, Cagdas Bilen.

        
          Main collaboration: Mike Davies, Mehrdad Yaghoobi (Univ. Edinburgh), Michael Elad (The Technion).

        

        In the past decade there has been a great interest in a synthesis-based model for signals, based on
sparse and redundant representations. Such a model assumes that the signal of interest can be composed
as a linear combination of few columns from a given matrix (the dictionary). An alternative
analysis-based model can be envisioned, where an analysis operator multiplies the signal,
leading to a cosparse outcome. Within the SMALL FET-Open project, we initiated a research programme
dedicated to this analysis model, in the context of a generic missing data problem (e.g., compressed
sensing, inpainting, source separation, etc.). We obtained a uniqueness result for the solution of
this problem, based on properties of the analysis operator and the measurement matrix. We also considered
a number of pursuit algorithms for solving the missing data problem, including an ℓ1-based and a new
greedy method called GAP (Greedy Analysis Pursuit). Our simulations demonstrated the appeal of the
analysis model, and the success of the pursuit techniques presented.

        These results have been published in conferences
and in a journal paper [19] . Other algorithms based on iterative cosparse
projections [83]  as well as extensions of GAP to deal
with noise and structure in the cosparse representation have been developed, with applications
to toy MRI reconstruction problems and acoustic source localization and
reconstruction from few measurements [100] .

        Successful applications of the cosparse approach to sound source localization, audio declipping and brain imaging have been developed this year. In particular, we compared the performance of several cosparse recovery algorithms in the context of sound source localization [39]  and showed its efficiency in situations where usual methods fail [60] . It was also shown to be applicable to the hard declipping problem [61] . Application to EEG brain imaging was also investigated and a paper was submitted to ICASSP'14 (see below).

        
        Theoretical results on sparse representations

        Participants :
	Rémi Gribonval, Anthony Bourrier, Pierre Machart.

        
          Main collaboration:
Charles Soussen (Centre de recherche en automatique de Nancy (CRAN)),
Jérôme Idier (Institut de Recherche en Communications et en Cybernétique de Nantes (IRCCyN)),
Cédric Herzet (Equipe-projet FLUMINANCE (Inria - CEMAGREF, Rennes)),
Mehrdad Yaghoobi, Mike Davies (University of Edinburgh),
Patrick Perez (Technicolor R&I France),
Tomer Peleg (The Technion)

        

        Sparse recovery conditions for Orthogonal Least Squares :
We pursued our investigation of conditions on an overcomplete dictionary which guarantee that
certain ideal sparse decompositions can be recovered by some specific optimization
principles / algorithms. We extended Tropp's analysis of Orthogonal Matching Pursuit
(OMP) using the Exact Recovery Condition (ERC) to a first exact recovery analysis of Orthogonal
Least Squares (OLS). We showed that when ERC is met, OLS is guaranteed to exactly recover the
unknown support. Moreover, we provided a closer look at the analysis of both OMP and OLS when ERC
is not fulfilled. We showed that there exist dictionaries for which some subsets are never recovered
with OMP. This phenomenon, which also appears with ℓ1 minimization, does not occur for OLS.
Finally, numerical experiments based on our theoretical analysis showed that none of the considered
algorithms is uniformly better than the other [21] .
More recently, we obtained simpler coherence-based conditions [18]  and pursued the analysis of unrecoverable subsets [43] .

        Fundamental performance limits for ideal decoders in high-dimensional linear inverse problems:
The primary challenge in linear inverse problems is to design stable and robust "decoders" to reconstruct high-dimensional vectors from a low-dimensional observation through a linear operator. Sparsity, low-rank, and related assumptions are typically exploited to design decoders which performance is then bounded based on some measure of deviation from the idealized model, typically using a norm.
We characterized the fundamental performance limits that can be expected from an ideal decoder given a general model, ie, a general subset of "simple" vectors of interest. First, we extended the so-called notion of instance optimality of a decoder to settings where one only wishes to reconstruct some part of the original high dimensional vector from a low-dimensional observation. This covers practical settings such as medical imaging of a region of interest, or audio source separation when one is only interested in estimating the contribution of a specific instrument to a musical recording. We defined instance optimality relatively to a model much beyond the traditional framework of sparse recovery, and characterized the existence of an instance optimal decoder in terms of joint properties of the model and the considered linear operator [42] , [33] . Noiseless and noise-robust settings were both considered [56] . We showed somewhat surprisingly that the existence of noise-aware instance optimal decoders for all noise levels implies the existence of a noise-blind decoder. A consequence of our results is that for models that are rich enough to contain an orthonormal basis, the existence of an L2/L2 instance optimal decoder is only possible when the linear operator is not substantially dimension-reducing. This covers well-known cases (sparse vectors, low-rank matrices) as well as a number of seemingly new situations (structured sparsity and sparse inverse covariance matrices for instance). We exhibit an operator-dependent norm which, under a model-specific generalization of the Restricted Isometry Property (RIP), always yields a feasible instance optimality and implies instance optimality with certain familiar atomic norms such as the ℓ1 norm.

        Connections between sparse approximation and Bayesian estimation: Penalized least squares regression is often used for signal denoising and inverse problems, and
is commonly interpreted in a Bayesian framework as a Maximum A Posteriori (MAP) estimator, the
penalty function being the negative logarithm of the prior. For example, the widely used quadratic
program (with an ℓ1 penalty) associated to the LASSO / Basis Pursuit Denoising is very often
considered as MAP estimation under a Laplacian prior in the context of additive white Gaussian noise
(AWGN) reduction.

        In 2011 we obtained a result [85]  highlighting the fact that, while this is one possible Bayesian interpretation, there can be other
equally acceptable Bayesian interpretations. Therefore, solving a penalized least squares regression
problem with penalty φ(x) need not be interpreted as assuming a prior C·exp(-φ(x)) and
using the MAP estimator. In particular, we showed that for any prior PX, the minimum mean
square error (MMSE) estimator is the solution of a penalized least square problem with some penalty
φ(x), which can be interpreted as the MAP estimator with the prior C·exp(-φ(x)).
Vice-versa, for certain penalties φ(x), the solution of the penalized least squares problem
is indeed the MMSE estimator, with a certain prior PX. In
general dPX(x)≠C·exp(-φ(x))dx.
This year, we extended this result to general inverse problems [30] , [58] , [47] .

        
        Algorithmic and theoretical results on dictionary learning

        Participants :
	Rémi Gribonval, Nancy Bertin, Cagdas Bilen, Srdan Kitic.

        
          Main collaboration:
Rodolphe Jenatton, Francis Bach (Equipe-projet SIERRA (Inria, Paris)),
Martin Kleinsteuber, Matthias Seibert (TU-Munich),
Mehrdad Yaghoobi, Mike Davies (University of Edinburgh),

        

        Dictionary learning : An important practical problem in sparse modeling is to choose the
adequate dictionary to model a class of signals or images of interest.
While diverse heuristic techniques have been proposed in the litterature to learn a dictionary
from a collection of training samples, there are little existing results which provide an adequate
mathematical understanding of the behaviour of these techniques and their ability to recover an ideal
dictionary from which the training samples may have been generated.

        Beyond our pioneering work  [86] , [110]  [6]  on this topic, which concentrated on the noiseless case for non-overcomplete dictionaries,
this year we obtained new results showing the relevance of an ℓ1 penalized cost function for the locally stable identification of overcomplete incoherent dictionaries, in the presence of noise and outliers.
Moreover, we established new sample complexity bounds of dictionary learning and other related matrix factorization schemes (including PCA, NMF, structured sparsity ...) [59] .

        Analysis Operator Learning for Overcomplete Cosparse Representations :
Besides standard dictionary learning, we also considered learning in the context of the cosparse model.
We consider the problem of learning a low-dimensional signal model from a collection of training samples.
The mainstream approach would be to learn an overcomplete dictionary to provide good approximations of
the training samples using sparse synthesis coefficients. This famous sparse model has a less well known
counterpart, in analysis form, called the cosparse analysis model. In this new model, signals are
characterized by their parsimony in a transformed domain using an overcomplete analysis operator.

        We considered several approaches to learn an analysis operator from a training corpus [102] .
For one of them, which uses a constrained optimization program based on ℓ1 optimization, we derived a practical learning algorithm,
based on projected subgradients, and demonstrated its ability to robustly recover
a ground truth analysis operator, provided the training set is of sufficient size. A local optimality
condition was derived, providing preliminary theoretical support for the well-posedness of the learning
problem under appropriate conditions [24] .
Extensions to deal with noisy data have been obtained as well [119] .

        In more specific situations, when prior information is available on the operator, it is also possible to express the operator on a parametric form, and learn this parameter. For instance, in the sound source localization problem, we showed that unknown speed of sound can be learned jointly in the process of cosparse recovery, under mild conditions. This work was submitted to the iTwist'14 workshop.
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        Audio inpainting (SMALL FET-Open project)

        Participants :
	Rémi Gribonval, Nancy Bertin, Corentin Guichaoua, Srdan Kitic.

        Inpainting is a particular kind of inverse problems that has been extensively addressed in the recent
years in the field of image processing. It consists in reconstructing a set of missing pixels in an
image based on the observation of the remaining pixels. Sparse representations have proved to be
particularly appropriate to address this problem. However, inpainting audio data has never been
defined as such so far.

        METISS has initiated a series of works about audio inpainting, from its definition to methods to
address it. This research has begun in the framework of the EU Framework 7 FET-Open project
FP7-ICT-225913-SMALL (Sparse Models, Algorithms and Learning for Large-Scale data) which began
in January 2009. Rémi Gribonval was the coordinator of the project. The research on audio inpainting
has been conducted by Valentin Emiya in 2010 and 2011.

        The contributions consist of:

        
          	
             defining audio inpainting as a general scheme where missing audio data must be estimated: it covers a number of existing audio processing tasks that have been addressed separately so far – click removal, declipping, packet loss concealment, unmasking in time-frequency;

          

          	
             proposing algorithms based on sparse representations for audio inpainting (based on Matching Pursuit and on ℓ1 minimization);

          

          	
             addressing the case of audio declipping (i.e. desaturation): thanks to the flexibility
of our inpainting algorithms, they can be constrained so as to include the structure of signals due to
clipping in the objective to optimize. The resulting performance are significantly improved. This work appeared as a journal paper [63] .

          

          	
             addressing the case of audio declipping with the competitive cosparse approach, with promising result especially when the clipping level is low. A contribution was submitted to the iTwist'14 workshop [61] .

          

        

        Current and future works deal with developping advanced sparse decomposition for audio inpainting,
including several forms of structured sparsity (e.g. temporal and multichannel joint-sparsity), dictionary learning for inpainting,
and several applicative scenarios (declipping, time-frequency inpainting).

        
        Blind Calibration of Compressive Sensing systems

        Participants :
	Rémi Gribonval, Cagdas Bilen.

        
          Main collaborations: Gilles Chardon, Laurent Daudet (Institut Langevin), Gilles Puy (EPFL)

        

        We consider the problem of calibrating a compressed sensing measurement system under the assumption that the decalibration consists in unknown gains on each measure. We focus on blind calibration, using measures performed on a few unknown (but sparse) signals. A naive formulation of this blind calibration problem, using ℓ1 minimization, is reminiscent of blind source separation and dictionary learning, which are known to be highly non-convex and riddled with local minima. In the considered context, when the gains are real valued and non-negative, we showed that in fact this formulation can be exactly expressed as a convex optimization problem, and can be solved using off-the-shelf algorithms. Numerical simulations demonstrated the effectiveness of the approach even for highly uncalibrated measures, when a sufficient number of (unknown, but sparse) calibrating signals is provided. We observed that the success/failure of the approach seems to obey sharp phase transitions  [84] .
This year, we focused on extending the framework to phase-only decalibration, using techniques revolving around low-rank matrix recovery [27] , [26] , [34] , [52] , and to joint phase and gain decalibration [54] .

        
        Compressive Gaussian Mixture estimation

        Participants :
	Rémi Gribonval, Anthony Bourrier.

        
          Main collaborations: Patrick Perez (Technicolor R&I France)

        

        When fitting a probability model to voluminous data, memory and computational time can become prohibitive. In this paper, we propose a framework aimed at fitting a mixture of isotropic Gaussians to data vectors by computing a low-dimensional sketch of the data. The sketch represents empirical moments of the underlying probability distribution. Deriving a reconstruction algorithm by analogy with compressive sensing, we experimentally show that it is possible to precisely estimate the mixture parameters provided that the sketch is large enough. Our algorithm provides good reconstruction and scales to higher dimensions than previous probability mixture estimation algorithms, while consuming less memory in the case of numerous data. It also provides a privacy-preserving data analysis tool, since the sketch does not disclose information about individual datum it is based on [38] , [40] , [29] .
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        Recent results on tensor decompositions

        Multi-linear algebra is defined as the algebra of q-way arrays (q>2), that is, the arrays whose elements are addressed by more than two indices. The first works back as far as Jordan who was interested in simultaneously diagonalizing two matrices at a time [92] . It is noteworthy that such two matrices can be interpreted as both slices of a three-way array and their joint diagonalization can be viewed as Hitchcock's polyadic decomposition [89]  of the associated three-way array. Other works followed discussing rank problems related to multi-way structures and properties of multi-way arrays. However, these exercices in multilinear algebra were not linked to real data analysis but stayed within the realm of mathematics. Studying three-way data really started with Tucker's seminal work, which gave birth to the three-mode factor analysis [115] . His model is now often referred to as the Tucker3 model. At the same moment, other authors focused on a particular case of the Tucker3 model, calling it PARAFAC for PARAllel FACtor analysis [88] , and on the means to achieve such a decomposition, which will become the famous canonical decomposition [77] . In honor to Hitchcock's pionneer work, we will call it the Canonical Polyadic (CP) decomposition.

        Achieving a CP decomposition has been seen first as a mere non-linear least squares problem, with a simple objective criterion. In fact, the objective is a polynomial function of many variables, where some separate. One could think that this kind of objective is easy because smooth, and even infinitely differentiable. But it turns out that things are much more complicated than they may appear to be at first glance. Nevertheless, the Alternating Least Squares (ALS) algorithm has been mostly utilized to address this minimization problem, because of its programming simplicity. This should not hide the inherently complicated theory that lies behind the optimization problem. Moreover, in most of the applications, actual tensors may not exactly satisfy the expected model, so that the problem is eventually an approximation rather than an exact decomposition. This may results in a slow convergence (or lack of convergence) of iterative algorithms such as the ALS one [94] . Consequently, a new class of efficient algorithms able to take into account the properties of tensors to be decomposed is needed.

        
        A novel direct algorithm for CP decompositions

        Participant :
	Laurent Albera.

        
          Main collaborations: Sepideh Hajipour (LTSI & BiSIPL), Isabelle Merlet (LTSI, France), Mohammad Bagher Shamsollahi (BiSIPL, Iran)

        

        Nowadays several techniques are available to solve the CP problem. They can be classified in three main groups [113] : alternating algorithms, which update only a subset of the parameters at each step; derivative-based methods, seeking for an update of all the parameters simultaneously by successive approximations; and direct procedures. The latter algorithms compute the CP decomposition by solving an alternative algebra problem of
lower dimensions, but they do not provide a solution in terms of least squares contrarily to the alternating and derivative-based techniques.

        We proposed a new direct algorithm to compute the CP decomposition of complex-valued multi-way arrays. The proposed algorithm is based on the Simultaneous Schur Decomposition (SSD) of particular matrices derived from the array to process. We also proposed a new Jacobi-like algorithm to calculate the SSD of several complex-valued matrices. Besides, we analysed our SSD and SSD-based CP techniques in terms of  i) identifiability,  ii) computational complexity and  iii) estimation accuracy through a large number of scenarios including synthetic and real data in the context of CP decomposition. Computer results showed the efficiency of the proposed SSD-based CP method of dealing with some well-known difficult scenarios with swamp-like degeneracies. We also showed that the proposed method outperformed the classical CP algorithms in processing of Paatero multi-way arrays. Finally, the robustness of the proposed algorithm with respect to overfactoring was highlighted. This work was briefly presented at ICASSP'13 [31]  while a journal paper for submission to IEEE Transactions on Signal Processing is in preparation.

        
        CP decomposition of semi-symmetric semi-nonnegative three-way arrays

        Participant :
	Laurent Albera.

        
          Main collaboration (line search methods): Julie Coloigner (LTSI, France), Amar Kachenoura (LTSI, France), Lotfi Senhadji (LTSI, France)

          Main collaborations (Jacobi-like approaches): Lu Wang (LTSI, France), Amar Kachenoura (LTSI, France), Lotfi Senhadji (LTSI, France), Huazhong Shu (LIST, China)

        

        We proposed new algorithms for the CP decomposition of semi-nonnegative semi-symmetric three-way tensors. In fact, it consists in fitting the CP model for which two of the three loading matrices are nonnegative and equal. Note that such a problem can also be interpreted as a nonnegative Joint Diagonalization by Congruence (JDC) problem.

        
          Line search and trust region strategies
        

        We first circumvented the nonnegativity constraint by means of changes of variable into squares, leading to a (polynomial) unconstrained optimization problem. Two optimization strategies, namely line search and trust region, were then studied. Regarding the former, a global plane search scheme was considered. It consists in computing, for a given direction, one or two optimal stepsizes, depending on whether the same stepsize is used in various updating rules. Moreover, we provided a compact matrix form for the derivatives of the objective function. This allows for a direct implementation of several iterative algorithms such as Conjugate Gradient (CG), Levenberg-Marquardt (LM) and Newton-like methods, in matrix programming environments like MATLAB. Note that the computational complexity issue was taken into account in the design phase of the algorithms, and was evaluated for each algorithm, allowing to fairly compare their performance.

        Thus, various scenarios have been considered, aiming at testing the influence of  i) an additive noise, which can stand for modeling errors,  ii) the collinearity between factors,  iii) the array rank and  iv) the data size. The comparisons between our CG-like, Newton-like and LM-like methods (where semi-nonnegativity and semi-symmetry constraints are exploited), and classical CP algorithms (where no constraints are considered), showed that a better CP decomposition is obtained when these a priori are exploited, especially in the context of high dimensions and high collinearity. Finally, based on our numerical analysis, the algorithms that seem to yield the best tradeoff between accuracy and complexity are our CG2 steps -like and LM-like algorithms.

        This work was accepted for publication with minor revisions to the Elsevier Linear Algebra and Applications journal.

        Next, we considered an exponential change of variable leading to a different (non-polynomial) unconstrained optimization problem. Then we proposed novel algorithms based on line search strategy with an analytic global plane search procedure requiring new matrix derivations. Their performance was evaluated in terms of estimation accuracy and computational complexity. The classical ELS-ALS [109]  and LM [113]  algorithms without symmetry and nonnegativity constraints, and the ACDC algorithm [120]  where only the semi-symmetry constraint is imposed, were tested as reference methods. Furthermore, the performance was also compared with our algorithms based on a square change of variable. The comparison studies showed that, among these approaches, the best accuracy/complexity trade off was achieved when an exponential change of variable was used through our ELS-ALS-like algorithm.

        This work was submitted to the Elsevier Signal Processing journal.

        
          Jacobi-like approaches
        

        The line search (despite the use of global plane search procedures) and trust region strategies may be sensitive to initialization, and generally require a multi-initialization procedure. In order to circumvent this drawback, we considered in this work Jacobi-like approaches, which are known to be less sensitive to initialization. Note that our line search and trust region approaches can then be used to refine the solution obtained by the latter.

        More particularly, we formulated the high-dimensional optimization problem into several sequential polynomial subproblems using  i) a square change of variables to impose nonnegativity and  ii) LU matrix factorization for parameterization. The two equal nonnegative loading matrices are actually written as the Hadamard product of two equal matrices which can be factorized as the product of elementary lower and upper triangular matrices, each one depending on only one parameter.

        The first approach minimizes alternatively the classical least squares objective criterion with respect to each parameter of the two equal nonnegative loading matrices and each column of the third loading matrix. This work was published in the IEEE Signal Processing Letters journal [23] . The second technique reduces the previous optimization problem to the computation of the two equal nonnegative loading matrices. The third loading matrix is algebraically derived from the latter. This requires an appropriate parameterization of the set of matrices whose inverse is nonnegative. This work was briefly presented at EUSIPCO'13 [37]  while a journal paper for submission to IEEE Transactions on Signal Processing is in preparation. Numerical experiments on simulated matrices emphasize the advantages of the proposed algorithms over classical CP and JDC techniques, especially in the case of degeneracies.
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        Source separation, sparse representations, tensor decompositions, semi-nonnegative independent component analysis, probabilistic model, source localization


        
        A general framework for audio source separation

        Participants :
	Frédéric Bimbot, Rémi Gribonval, Nancy Bertin.

        
          Main collaboration: E. Vincent (EPI PAROLE, Inria Nancy); N.Q.K. Duong (Technicolor R&I France)

        

        Source separation is the task of retrieving the source signals underlying a multichannel mixture signal. The state-of-the-art approach consists of representing the signals in the time-frequency domain and estimating the source coefficients by sparse decomposition in that basis. This approach relies on spatial cues, which are often not sufficient to discriminate the sources unambiguously. Recently, we proposed a general probabilistic framework for the joint exploitation of spatial and spectral cues [103] , which generalizes a number of existing techniques including our former study on spectral GMMs [66] . This framework makes it possible to quickly design a new model adapted to the data at hand and estimate its parameters via the EM algorithm. As such, it is expected to become the basis for a number of works in the field, including our own.

        Since the EM algorithm is sensitive to initialization, we devoted a major part of our work to reducing this sensitivity. One approach is to use some prior knowledge about the source spatial covariance matrices, either via probabilistic priors [82]  or via deterministic subspace constraints [91] . The latter approach was the topic of the PhD thesis of Nobutaka Ito [90] . A complementary approach is to initialize the parameters in a suitable way using source localization techniques specifically designed for environments involving multiple sources and possibly background noise [74] .
This year, we showed that the approach provides a statistically principled solution to the permutation problem in a semi-infomed scenario where the source positions and certain room characteristics are known [15] .

        
        Towards real-world separation and remixing applications

        Participants :
	Nancy Bertin, Frédéric Bimbot, Jules Espiau de Lamaestre, Jérémy Paret, Laurent Simon, Nathan Souviraà-Labastie, Joachim Thiemann.

        
          Shoko Araki, Jonathan Le Roux (NTT Communication Science Laboratories, JP), E. Vincent (EPI PAROLE, Inria Nancy)

        

        Following our founding role in the organization of the Signal Separation Evaluation Campaigns (SiSEC) [65] , [101] , our invited paper summarized the outcomes of the three first editions of this campaign from 2007 to 2010 [116] . While some challenges remain, this paper highlighted that progress has been made and that audio source separation is closer than ever to successful industrial applications. This is also exemplified by the ongoing i3DMusic project and the contracts with Canon Research Centre France and MAIA Studio.

        Our involvement in evaluation campaigns and source separation community was reinforced by the recording and the public release of the DEMAND (Diverse Environments Multi-channel Acoustic Noise Database) database, which provides multichannel real-world indoor and outdoor environment noise [44]  under Creative Commons licence.

        In order to exploit our know-how for these real-world applications, we investigated issues such as how to implement our algorithms in real time [111] , how to adapt EM rules for faster computation in multichannel setting [35] , how to reduce artifacts [96] , how our techniques compare to beamforming in realistic conditions [36] , and (in the context of our collaboration with MAIA studios) how best to exploit extra information or human input. In addition, while the state-of-the-art quality metrics previously developed by METISS remain widely used in the community, we proposed some improvements to the perceptually motivated metrics introduced last year [117] .

        
        Exploiting filter sparsity for source localization and/or separation

        Participants :
	Alexis Benichoux, Rémi Gribonval, Frédéric Bimbot.

        
          E. Vincent (EPI PAROLE, Inria Nancy)

        

        Estimating the filters associated to room impulse responses between a source and a
microphone is a recurrent problem with applications such as source separation,
localization and remixing.

        We considered the estimation of multiple room impulse responses from the simultaneous
recording of several known sources. Existing techniques were restricted to the case where
the number of sources is at most equal to the number of sensors. We relaxed this assumption
in the case where the sources are known. To this aim, we proposed statistical models of the
filters associated with convex log-likelihoods, and we proposed a convex optimization algorithm
to solve the inverse problem with the resulting penalties. We provided a comparison between
penalties via a set of experiments which shows that our method allows to speed up the recording
process with a controlled quality tradeoff [72] , [71] .
This was a central part of the Ph.D. thesis of Alexis Benichoux [12]  defended this year.
A journal paper including extensive experiments with real data has been submitted [69] .

        We also investigated the filter estimation problem in a blind setting, where the source
signals are unknown.
On a more theoretical side, we studied the frequency permutation ambiguity traditionnally
incurred by blind convolutive source separation methods. We focussed on the filter permutation
problem in the absence of scaling, investigating the possible use of the temporal sparsity of the
filters as a property enabling permutation correction. The obtained theoretical and experimental
results highlight the potential as well as the limits of sparsity as an hypothesis to obtain a
well-posed permutation problem. This work has been published in a conference [70]  and
as a journal paper [14] .

        Finally, we considered the problem of blind sparse deconvolution, which is common in both image and signal processing.
To counter-balance the ill-posedness of the problem, many approaches are based on the minimization of a cost function.
A well-known issue is a tendency to converge to an undesirable trivial solution. Besides domain specific explanations (such as
the nature of the spectrum of the blurring filter in image processing) a widespread intuition behind this phenomenon is related to
scaling issues and the nonconvexity of the optimized cost function. We proved that a fundamental issue lies in fact in the intrinsic
properties of the cost function itself: for a large family of shift-invariant cost functions promoting the sparsity of either the filter or
the source, the only global minima are trivial. We completed the analysis with an empirical method to verify the existence of more useful local minima [25] .

        
        Semi-nonnegative independent component analysis

        Participant :
	Laurent Albera.

        
          Main collaborations: Lu Wang (LTSI, France), Amar Kachenoura (LTSI, France), Lotfi Senhadji (LTSI, France), Huazhong Shu (LIST, China)

        

        Independent Component Analysis (ICA) plays an important role in many areas including biomedical engineering [93] , [64] , [95] , [118] , [106] , [81] , speech and audio [67] , [68] , [78] , [75] , radiocommunications [80]  and document restoration [114]  to cite a few.

        For instance in [114] , the authors use ICA to restore digital document images in order to improve the text legibility. Indeed, under the statistical independence assumption, authors succeed in separating foreground text and bleed-through/show-through in palimpsest images. Furthermore, authors in [81]  use ICA to solve the ambiguity in X-ray images due to multi-object overlappings. They presented a novel object decomposition technique based on multi-energy plane radiographs. This technique selectively enhances an object that is characterized by a specific chemical composition ratio of basis materials while suppressing the other overlapping objects. Besides, in the context of classification of tissues and more particularly of brain tumors [106] , ICA is very effective. In fact, it allows for feature extraction from Magnetic Resonance Spectroscopy (MRS) signals, representing them as a linear combination of tissue spectra, which are as independent as possible [112] . Moreover, using the JADE algorithm [76]  applied to a mixture of sound waves computed by means of the constant-Q transform (Fourier transform with log-frequency) of a temporal waveform broken up into a set of time segments, the authors of [75]  describe trills as a set of note pairs described by their spectra and corresponding time envelopes. In this case, pitch and timing of each note present in the trill can be easily deduced.

        All the aforementioned applications show the high efficiency of the ICA and its robustness to the presence of noise. Despite this high efficiency in resolving the proposed applicative problems, authors did not fully exploit properties enjoyed by the mixing matrix such as its nonnegativity. For instance in [81] , the thickness of each organ, which stands for the mixing coefficient, is real positive. Furthermore, reflectance indices in [114]  for the background, the overwriting and the underwriting, which correspond to the mixing coefficients, are also nonnegative. Regarding tissue classification from MRS data, each observation is a linear combination of independent spectra with positive weights representing concentrations [87] ; the mixing matrix is again nonnegative.

        By imposing the nonnegativity of the mixing matrix within the ICA process, we shown through computer results that the extraction quality can be improved. Exploiting the nonnegativity property of the mixing matrix during the ICA process gives rise to what we call semi-nonnegative ICA. More particularly, we performed the latter by computing a constrained joint CP decomposition of cumulant arrays of different orders [98]  having the nonnegative mixing matrix as loading matrices. After merging the entries of the cumulant arrays in the same third order array, the reformulated problem follows the semi-symmetric semi-nonnegative CP model defined in section 
	6.3.2 . Hence we use the new methods described in section 
	6.3.2  to perform semi-nonnegative ICA. Performance results in audio and biomedical engineering were given in the different papers cited in section 
	6.3.2 .

        
        Brain source localization

        Participants :
	Laurent Albera, Srdan Kitic, Nancy Bertin, Rémi Gribonval.

        
          Main collaborations: Hanna Becker (GIPSA & LTSI, France), Isabelle Merlet (LTSI, France), Fabrice Wendling (LTSI, France), Pierre Comon (GIPSA, France), Christian Benar (La Timone, Marseille), Martine Gavaret (La Timone, Marseille), Gwenaël Birot (FBML, Genève), Martin Haardt (TUI, Germany)

          Main collaborations: Hanna Becker (GIPSA & LTSI, France), Pierre Comon (GIPSA, France), Isabelle Merlet (LTSI, France), Fabrice Wendling (LTSI, France)

        

        
          Tensor-based approaches
        

        The localization of several simultaneously active brain regions having low signal-to-noise ratios is a difficult task. To do this, tensor-based preprocessing can be applied,
which consists in constructing a Space-Time-Frequency (STF) or Space-Time-Wave-Vector (STWV) tensor and decomposing it using the CP decomposition. We proposed a new algorithm for the accurate localization of extended sources based on the results of the tensor decomposition. Furthermore, we conducted a detailed study of the tensor-based preprocessing methods, including an analysis of their theoretical foundation, their computational complexity, and their performance for realistic simulated data in comparison to three conventional source localization algorithms, namely sLORETA [105] , cortical LORETA (cLORETA) [104] , and 4-ExSo-MUSIC [73] . Our objective consisted, on the one hand, in demonstrating the gain in performance that can be achieved by tensor-based preprocessing, and, on the other hand, in pointing out the limits and drawbacks of this method. Finally, we validated the STF and STWV techniques on real epileptic measurements to demonstrate their usefulness for practical applications. This work was recently submitted to the Elesevier NeuroImage journal.

        
          From tensor to sparse models
        

        The brain source imaging problem has been widely studied during the last decades, giving rise to an impressive number of methods using different priors. Nevertheless, a thorough study of the latter, including especially sparse and tensor-based approaches, is still missing. Consequently, we proposed  i) a taxonomy of the methods based on a priori assumptions,  ii) a detailed description of representative algorithms,  iii) a review of identifiability results and convergence properties of different techniques, and  iv) a performance comparison of the selected methods on identical data sets. Our aim was to provide a reference study in the biomedical engineering domain which may also be of interest for other areas such as wireless communications, audio source localization, and image processing where ill-posed linear inverse problems are encountered and to identify promising directions for future research in this area. A part of this work was submitted to ICASSP'14 while the whole part was submitted to IEEE Signal Processing Magazine.

        
          A cosparsity-based approach
        

        Cosparse modeling is particularly attractive when the signals of interest satisfy certain physical laws that naturally drive the choice of an analysis operator. We showed how to derive a reduced non-singular analysis operator describing EEG signals from Poisson's equation, Kirchhoff's law and some other physical constraints. As a result, we proposed the CoRE (Cosparse Representation of EEG signals) method to solve the classical brain source imaging problem. Computer simulations demonstrated the numerical performance of the CoRE method in comparison to a dictionary-based sparse approach. This work was submitted to ICASSP'14.

      

      
      

      
    

  
    
    
      
      
      

      
      
        
        Section: 
      New Results

        Audio and speech content processing

        Audio segmentation, speech recognition, motif discovery, audio mining


        
        Audio motif discovery

        Participants :
	Frédéric Bimbot, Laurence Catanese.

        
          This work was performed in close collaboration with Guillaume
Gravier from the Texmex project-team.

        

        As an alternative to supervised approaches for multimedia content
analysis, where predefined concepts are searched for in the data, we
investigate content discovery approaches where knowledge emerge from
the data. Following this general philosophy, we pursued work on motif
discovery in audio contents.

        Audio motif discovery is the task of finding out, without any prior
knowledge, all pieces of signals that repeat, eventually allowing
variability. The developed algorithms allows discovering and collecting
occurrences of repeating patterns in the absence of prior acoustic
and linguistic knowledge, or training material.

        Former work extended the principles of seeded discovery
to near duplicate detection and spoken document retrieval from
examples [99] .

        In 2012, the work achieved consisted in consolidating previously obtained results with the motif discovery algorithm and making implementation choices regardless of the structure and the code, in order to minimize the computation time. This has lead to the creation of a software prototype called MODIS.

        After the code has been thoroughly optimised, further optimizations to improve the system performances was to change the method used for the search of similarities between patterns. A new functionality has been added to get rid of unrelevant patterns like silence in speech. New versions of dynamic time warping have been implemented, as well as the possibility to downsample the input sequence during the process, which allows a huge gain of computation time.

        The principles of the MODIS software has been documented in details [48]  and demonstrated during a Show & Tell session at the Interspeech 2013 conference [41] .

        This work has been carried out in the context of the Quaero Project.

        
        Landmark-driven speech recognition

        Participant :
	Stefan Ziegler.

        
          This work is supervised by Guillaume
Gravier and Bogdan Ludusan from the Texmex project-team.

        

        Our previous studies indicate that acoustic-phonetic approaches to ASR, while they cannot achieve state-of-the-art ASR performance by themselves, can prevent HMM-based ASR from degrading, by integrating additional knowledge into the decoding.

        In our previous framework we inserted knowledge into the decoding by detecting time frames (referred to as landmarks) which estimate the presence of the active broad phonetic class. This enables the use of a modified version of the viterbi decoding that favours states that are coherent with the detected phonetic knowledge [122] .

        In 2012 we focused on two major issues. First, we aimed at finding new ways to model and detect phonetic landmarks. Our second focus was on the extension of our landmark detector towards a full acoustic-phonetic framework, to model speech by a variety of articulatory features.

        Our new approach for the classification and detection of speech units focuses on developping landmark-models that are different from existing frame-based approaches to landmark detection [121] . In our approach, we use segmentation to model any time-variable speech unit by a fixed-dimensional observation vector. After training any desired classifier, we can estimate the presence of a desired speech unit by searching for each time frame the corresponding segment, that provides the maximum classification score.

        We used this segment-based landmark-detection inside a standalone acoustic-phonetic framework that models speech as a stream of articulatory features. In this framework we first search for relevant broad phonetic landmarks, before attaching each landmark with the full set of articulatory features.

        Integrating these articulatory feature streams into a standard HMM-based speech recognizer by weighted linear combination improves speech recognition up to 1.5

        Additionally, we explored the possibilities of using stressed syllables as an information to guide the viterbi decoding. This work was carried under the leaderhip of Bogdan Ludusan from the team TEXMEX at IRISA [97] .

        
        Mobile device for the assistance of users in potentially dangerous situations

        Participants :
	Romain Lebarbenchon, Frédéric Bimbot.

        The S-Pod project is a cooperative project between industry and academia aiming at the development of mobile systems for the detection of potentially dangerous situations in the immediate environment of a user, without requiring his/her active intervention.

        In this context, the PANAMA research group is involved in the design of algorithms for the analysis and monitoring of the acoustic scene around the user, yielding information which can be fused with other sources of information (physiological, contextual, etc...) in order to trigger an alarm when needed and subsequent appropriate measures.

        Currently in its initial phase, work has mainly focused on functional specifications and performance requirements.
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        Music language modeling

        Participants :
	Frédéric Bimbot, Dimitri Moreau, Stanislaw Raczynski.

        
          Main collaboration: S. Fukayama (University of Tokyo, JP), E. Vincent (EPI PAROLE, Inria Nancy),
Intern: A. Aras

        

        Music involves several levels of information, from the acoustic signal up to cognitive quantities such as composer style or key, through mid-level quantities such as a musical score or a sequence of chords. The dependencies between mid-level and lower- or higher-level information can be represented through acoustic models and language models, respectively.

        We pursued our pioneering work on music language modeling, with a particular focus on the joint modeling of "horizontal" (sequential) and "vertical" (simultaneous) dependencies between notes by log-linear interpolation of the corresponding conditional distributions. We identified the normalization of the resulting distribution as a crucial problem for the performance of the model and proposed an exact solution to this problem [108] . We also applied the log-linear interpolation paradigm to the joint modeling of melody, key and chords, which evolve according to different timelines [107] . In order to synchronize these feature sequences, we explored the use of beat-long templates consisting of several notes as opposed to short time frames containing a fragment of a single note.

        The limited availability of multi-feature symbolic music data is currently an issue which prevents the training of the developed models on sufficient amounts of data for the unsupervised probabilistic approach to significantly outperform more conventional approaches based on musicological expertise. We outlined a procedure for the semi-automated collection of large-scale multifeature music corpora by exploiting the wealth of music data available on the web (audio, MIDI, leadsheets, lyrics, etc) together with algorithms for the automatic detection and alignment of matching data. Following this work, we started collecting pointers to data and developing such algorithms.

        Effort was dedicated to the investigation of structural models for improving the modeling of chord sequence. Preliminary results obtained during Anwaya Aras' intersnship show that using a matricial structure of time dependencies between successive chords improves the predictability of chord sequences as compared to a purely sequential model.

        
        Music structuring

        Participants :
	Frédéric Bimbot, Anaik Olivero, Gabriel Sargent.

        
          Main collaboration: E. Vincent (EPI PAROLE, Inria Nancy),
Intern: E. Deruty

        

        The structure of a music piece is a concept which is often referred to in various areas of music sciences and technologies, but for which there is no commonly agreed definition.
This raises a methodological issue in MIR, when designing and evaluating automatic structure
inference algorithms. It also strongly limits the possibility to produce consistent
large-scale annotation datasets in a cooperative manner.

        Last year, our methodology for the semiotic annotation of music pieces has developed and concretized into a set of principles, concepts and conventions for locating the boundaries and determining metaphoric labels of music segments. The method relies on a new concept for characterizing the inner organization of music segments called the System & Contrast (S&C) model [2] . The annotation of 383 music pieces has been finalized, documented [28]  and released to the MIR scientific community: http://musicdata.gforge.inria.fr/structureAnnotation.html .

        For what concerns algorithmic approaches to music structure description [13] , we have formulated the segmentation process as the optimization of a cost function which is composed of two terms: the first one corresponds to the characterization of structural segments by means of audio criteria; the second one relies on the regularity of the target structure with respect to a “structural pulsation period”. In this context, we have compared several regularity constraints and studied the combination of audio criteria through fusion. We also considered the estimation of structural labels as a probabilistic finite-state automaton selection process : in this scope, we have proposed an auto-adaptive criterion for model selection, applied to a description of the tonal content. We also proposed a labeling method derived from the system-contrast model. We have evaluated and compared several systems for structural segmentation of music based on these approaches in the context of national and international evaluation campaigns (Quaero, MIREX).

        As a follow-up to this work on music structure description, we are currently designing new models and algorithms for segmenting and labeling music into structural units. In one approach (Corentin Guichaoua's PhD), music structure is described as a hierarchical tree estimated by a grammar inference process whereas a second approach (Anaik Olivero's Post-doc) addresses music structure description as the estimation of a graph of similarity relationships.
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        Bilateral Contracts with Industry

        
        Contract with Canon Research Centre France SAS

        Participants :
	Joachim Thiemann, Nancy Bertin, Frédéric Bimbot.

        
          
            	
               Duration: 1.5 years (2012–2013).

            

            	
               Research axis: 
	3.2.2

            

            	
               Partner: Canon Research Centre France SAS

            

          

        

        This contract aims at transfering some of the research done within METISS/PANAMA to products developed by Canon Inc. Two patents were filed [50] , [51] . Final internal report was delivered in October 2013.

        
        Contract with Studio MAIA

        Participants :
	Nancy Bertin, Frédéric Bimbot, Jules Espiau de Lamaestre, Jérémy Paret, Nathan Souviraà-Labastie.

        
          
            	
               Duration: 3 years (2012–2014).

            

            	
               Research axis: 
	3.2.2

            

            	
               Partners: Studio MAIA (Musiciens Artistes Interprètes Associés), Imaging Factory

            

          

        

        This contract aims at transfering some of the research done within PANAMA towards new services provided by MAIA Studio.

        More specifically, the main objective is to adapt source separations algorithms and some other advanced signal processing techniques elaborated by PANAMA in a user-informed context.

        The objective is twofold:

        
          	
             partial automation of some tasks which the user previously had to accomplish manually

          

          	
             improved quality of separation and processing by exploiting user inputs and controls

          

        

        The resulting semi-automated separation and processing will feed an integrated software used for the professional remastering of audiovisual pieces. A first version of PANAMA tools were integrated in the software developed by Imaging Factory and delivered to MAIA in December 2013.
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        CIFRE contract with Technicolor R&I France on Compressive Sensing for the manipulation of large multimedia databases

        Participants :
	Rémi Gribonval, Anthony Bourrier.

        
          
            	
               Duration: 3 years (2011-2014)

            

            	
               Research axis: 
	3.1.2

            

            	
               Partners: Technicolor R&I France, Inria-Rennes

            

            	
               Funding: Technicolor R&I France, ANRT

            

          

        

        The objective of this thesis is to explore, both numerically and theoretically, the potential of compressive sensing for the manipulate of large (audiovisual) databases. A particular objective is to propose learning techniques that can work on strongly compressed versions of a large corpus of data while maintaining the ability to infer essential characteristics of the distribution of the items in the corpus.
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        Scientific Animation

        Rémi Gribonval is in charge of the Action "Parcimonie" within the French GDR ISIS on Signal & Image Processing

        Rémi Gribonval is a member of the International Steering Committee for the LVA conference series.

        Rémi Gribonval is a member of the IEEE Technical Committee on Signal Processing Theory and Methods (2012–2014), and a member of the Awards sub-committee.

        Rémi Gribonval was a member of the organizing committee of the GRETSI 2013 edition.

        Rémi Gribonval is a member of the program committee of the GRETSI.

        Rémi Gribonval is a member of the Steering Committee of the SPARS international workshop (chairman until 2013).

        Frédéric Bimbot is the Head of the "Digital Signals and Images, Robotics" in IRISA (UMR 6074).

        Frédéric Bimbot has been the General Chairman of the Interspeech 2013 Conference in Lyon (1400 participants) [46] .

        Frédéric Bimbot is a member of the International Advisory Council of ISCA (International Speech Communication Association)

        Nancy Bertin is a member of the IEEE Technical Committee on Audio and Acoustic Signal Processing (2013–2015).

        Nancy Bertin and Frédéric Bimbot co-organised a two-day workshop on "localization, separation and tracking of audio sources", in the context of IRISA D5 (Signal, Image & Robotics) department's scientific animation seminars.

        Laurent Albera was a scientific council member at University of Rennes 1.

        Laurent Albera was co-organizer with David Brie at Paris of a one-day seminar on tensor decompositions and applications sponsored by the GDR ISIS (french research groups in signal and image processing).
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        Teaching

        
          	
             Licence : N. Bertin, "Discovery of selected topics in audio signal processing research", 9 hours, L3, École Supérieure de Réalisation Audiovisuelle (ESRA), France

          

          	
             Master : N. Bertin, "Audio rendering, coding and source separation", 9 hours, M2, Université Rennes 1, France

          

          	
             Master : N. Bertin, "Audio indexing and classification", 9 hours, M2, Université Rennes 1, France

          

          	
             Master : R. Gribonval, "Sparse representations for inverse problems in signal and image processing", 10 hours, M2, Université Rennes 1, France

          

          	
             Master : R. Gribonval, "Signal and image representations", 8 hours, M2, Université Rennes 1, France

          

          	
             Master: R. Gribonval, coordination of the ARD module "Acquisition et Représensation de Données", M2, Université Rennes 1, France

          

        

        Laurent Albera gives lectures in Mathematics and in Signal Processing, and he supervises end of school year projects, mainly at the university of Rennes 1:

        
          	
             Licence: L. Albera, "Mathematics for electronics", 18 hours, L2, Université Rennes 1, France

          

          	
             Licence: L. Albera, "Mathematics for electronics", 21 hours, L3, Université Rennes 1, France

          

          	
             Licence: L. Albera, "Mathematics", 48 hours, L3, Ecole Supérieure d'Ingénieurs de Rennes, France

          

          	
             Master: L. Albera, "Multimodal analysis of biomedical signals", 12 hours, M1, Ecole Supérieure d'Ingénieurs de Rennes, France

          

          	
             Master: L. Albera, "Evaluation of EEG signals to measure brain activity during entertainment applications", project supervision (with Technicolor R&I France), M2, Ecole Supérieure d'Ingénieurs de Rennes, France

          

          	
             Master : L. Albera, "Blind equalization", 4.5 hours, M2, Université Rennes 1, France

          

          	
             Master: L. Albera, "Brain source imaging", project supervision, M2, Université Rennes 1, France

          

          	
             Doctorat : L. Albera, "Brain source imaging", 2.5 hours, EUROSAE formation continue, France

          

          	
             Doctorat : L. Albera, "Brain source imaging", 6 hours, CominLabs, Université Rennes 1, France

          

        

        Laurent Albera is responsible of the "Signal Processing" branch of the SISEA (Signal, Images, Embedded Systems and Control) Master 2 of University of Rennes 1.
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        Journée science et musique

        Participants :
	Nancy Bertin, Frédéric Bimbot, Jules Espiau de Lamaestre, Rémi Gribonval, Corentin Guichaoua, Srdan Kitic, Stéphanie Lemaile, Pierre Machart, Laurent Simon, Nathan Souviraà-Labastie, Stefan Ziegler.

        PANAMA coordinated the organization of a public event called “Journée Science et Musique” (Day of Music and Science). This yearly event organized by the METISS/ PANAMA Team since 2011 aims at sharing with the wide audience the latest innovations and research projects in music. The motivation for hosting this event is to explain and promote the technology behind audio-processing that people face in their daily lives. The event is free to everyone and people have the possibility to attend talks by selected speakers or meet numerous experts that demonstrate current projects in which people can interactively participate. Edition 2013 hosted 350 visitors.

        
        Radio and press

        Nancy Bertin was an invited speaker in the France Inter scientific radio show "La Tête au Carré".
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